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Case Study: Image Classification

Cats Dogs

Sample of cats & dogs images from Kaggle Dataset
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> Humair — bash — 80x24
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Introduce TensorFlow

+ Deep learning library
* C++/Python interfaces

+ Training with CPU/GPU
+ Distributed for large scale



Introduce TensorFlow'

# Import the library
import tensorflow as tf

# Define the graph

hello op = tf.constant('Hello, TensorFlow!")
a = tf.constant(10)

b = tf.constant(32)

compute op = tf.add(a, b)

# Define the session to run graph

with tf.Session() as sess:
print(sess.run(hello op))
print(sess.run(compute op))
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Summary of TensorFlow 2

+ TensorFlow is library
+ Installed manually
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Summary of TensorFlow

+ TensorFlow is library
+ Installed manually

+ Configure manually

+ Distributed manually

+ Run and tune manually



Standalone TensorFlow Workflow

Write the code Ssh to server

Copy to server




Standalone TensorFlow Workflow

Write the code
Copy to server

Ssh to server

Port used

Memory leak



Distributed TensorFlow Workflow

Ssh to serverl

Write the code Copy to server

OOM

Ssh to server? Run and tes
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Cloud-ml: The Principles

+ Cloud computing instead of bare metal

+ Submit the jobs instead of ssh + script

+ Integrated with train and model service
* High availability and failover for train job
+ Resource isolation and dynamic scheduling
+ Parallel training and automatically tuning



Cloud-ml: All-in-one Platform

Part 1 Part 2 Part 3 Part 4

Develop Train Model o Z\PO(?i:izzis

Environment Jobs Service
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Cloud-ml: Submit Train Job - Z

# Import the library
import tensorflow as tf

# Define the graph

hello_op = tf.constant('Hello, TensorFlow!")
a = tf.constant(10)

b = tf.constant(32)

compute op = tf.add(a, b)

# Define the session to run graph

with tf.Session() as sess:
print(sess.run(hello op))
print(sess.run(compute op))



POST /cloud_ml/vl1l/train

{

“job_name": "face-recognition“,
"module_name": "trainer.task",
"trainer_uri": "fds://cloudml/trai
“job_args": [],
"output_path": "fds://cloudml/face
"master_spec": {

“"replica_count": 1

Cloud-ml: Train Job

cloud_ml.client CloudM1Client
cloud_ml.models.train_job TrainJob

train_job = TrainJob('face-recognition', 'trai
‘fds://cloudml/trainer-1.0.tar.gz"

train_job.job_args = []

train_job.output_path = "fds://cloudml/face-mo

train_job.master_spec = {"replica_count": 1}

client = CloudMlClient('access_key', 'secret_k
client.submit_train_job(train_job)

cloudml jobs submit "face-recognition"
“trainer.task" "fds://cloudml/traine

cloudml jobs cancel "face-recognition"
cloudml jobs list

cloudml models deploy "face-recognition
"v1" "fds://cloudml/face-model"

cloudml models destroy "face-recognitio

cloudml models list
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Cloud-ml: Train Job

Processing trainer-1.0-py2.7.egg
Copying trainer-1.0-py2.7.egg to /usr/local/lib/pytho
Adding trainer 1.0 to easy-install.pth file

Installed /usr/local/lib/python2.7/dist-packages/trai
Processing dependencies for trainer==1.0

Finished processing dependencies for trainer==1.0
INFO:root:Try to run python module: trainer.task
INFO:tensorflow:/tmp/linear_model/00000001-tmp/export
INFO:tensorflow:/tmp/linear_model/00000001-tmp/export
Use the optimizer: sgd

Save tensorboard files into: ./tensorboard/

Run training with epoch number: 10

Epoch: @, loss: 5.55905914307

Epoch: loss: 3.98923826218

Epoch: loss: 1.15070474148

Epoch: loss: 0.256429493427

Epoch: loss: 0.0424121692777

Epoch: loss: 0.00265768845566

Epoch: loss: 0.000737804220989

Epoch: loss: 0.00451849261299

Epoch: loss: 0.0076722134836

Epoch: 9, loss: 0.00959475897253

[0:00:02. 928687] End of standalone training.

Get the model, w: 1.88596236706, b: 9.95958137512
Exporting trained model to /tmp/linear_model/

Done exporting!

M
[ ] Split on underscores

[:] Data download links

Horizontal Axis

accuracy

accuracy

auc

auc

loss

queue



Cloud-ml Service / Cloud Storage

iDepon with APIs 1De’ploy in Android/iOS

Online Services Offline Devices

lprovide RPC APls lProvide trained models




def main():

server_address = "127.0.0.1:50051"
request_timeout = 5.0

channel = grpc.insecure_channel(server_address)
stub = predict_pb2.PredictionServiceStub(channel)

e e— e— . — —

request = predict_pb2.PredictRequest()
samples_features = np.array(
[[10, 10, 10, 8, 6, 1, 8, 9, 1], [10, 10, 10, 8, 6, 1, 8, 9, 11])

|mage AP Voice AP T@Xt AP] Video AP request.inputs ["features"].CopyFrom(tensor_util.make_tensor_proto(

samples_features))

response = stub.Predict(request, request_timeout)

Services with gRPC or HTTP intertfaces

result = {}
k, Vv response.outputs.items():
result [k] = tensor_util.MakeNdarray(v)
(result)

Cloud-ml Services / Cloud Storage
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 Practice: Distributed Training z

TF_CONFIG

-m trainer.task "

"cluster": {
—ps_hosts=127.0.0.1:30001 “"ps": ["127.0.0.1:3001"],

“worker": ["127.0.0.1:3002"],
—worker_hosts=127.0.0.1:3002 e

},
"task": {
—master_hosts=127.0.0.1:3003 "jindex": 0,

“"type"”: "master"”
——7]0b_name=master

——task _index=0 -m trainer.task

https://github.com/tobegit3hub/deep_recommend_system/ https://github.com/tobegit3hub/distrib&ted_tensorflc;w



Practice: Distributed Training

{
"ns": [*127.0.0.1:3001", "127.0.0.1:3002"],

"worker": ["127.0.0.1:3003", "127.0.0.1:3004"],

/ "master": [*127.0.0.1:3005" ]
}

Train Job(PS 0)

— e - . . . . S . S e . e s . . e

: cloud-ml

: 2 PS Train Job(PS 1)

2 Worker
1 Mas’rer

~

_— e e e - e . .

Train Job(Worker 1)

Train Job(Master 0O)
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Practice: Storage Integration .-

* cloudml jobs submit -n linear -m trainer.task -u fds://cloud-ml-test/linear/trainers1.0:tar.gz -c 0.5 -M lOOM.-g 1
< tensorboard --logdir fds://cloud-ml-test/linear/tensorboard/

* cloudm| models create -n linear_model -v vl -u fds://cloud-ml-test/linear _model



Practice: Storage Integration '-

* cloudml jobs submit -n linear -m trainer.task -u fds://cloud-ml-test/linear/trainers1.0:tar.gz -c 0.5 -M IOOM.-g 1
< tensorboard --logdir fds://cloud-ml-test/linear/tensorboard/

* cloudm| models create -n linear_model -v vl -u fds://cloud-ml-test/linear _model

* cloudml models predict linear_model vl -d ./data.json



Practice: Storage Integration .'

* cloudml jobs submit -n linear -m trainer.task -u fds://cloud-ml-test/linear/trainers1.0:tar.gz -c 0.5 -M IOOM.-g 1
< tensorboard --logdir fds://cloud-ml-test/linear/tensorboard/

* cloudm| models create -n linear_model -v vl -u fds://cloud-ml-test/linear _model

* cloudml models predict linear_model vl -d ./data.json {
"keys_dtype": "int32", |
"keys™: [[1], [2]].
"X_dtype": "float32",
"X": [[10.0], [30.0]]



Practice: Multi-tenantcy

+ Authentication and Authorization
* Delegate credential for users

+ Resource isolation with container
+ Resource quota for tenants

Memory / Used
Train job 10G OM 9.0K / 300M 0.0K

Model service 106G M 9.0K / 0.0K
Dev environment 10G OM 0.0K / 0.0K




Practice: GPU Support

May be released in Kubernetes 1.6
Pull request from kubernetes/ kuberne’res#28216

apiVersion: vl
kind: Pod
metadata:
name: nvidia-gpu-test
spec:
containers:
- name: nvidia-gpu
image: tensorflow/tensorflow:latest-gpu
resources:
limits:
alpha.kubernetes.io/nvidia-gpu: 1


https://github.com/kubernetes/kubernetes/pull/28216
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Pull request from kubernetes/ kuberne’res#28216

apiVersion: vl
kind: Pod
metadata:
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spec:
containers:
- name: nvidia-gpu
image: tensorflow/tensorflow:latest-gpu
resources:
limits:
alpha.kubernetes.io/nvidia-gpu: 1


https://github.com/kubernetes/kubernetes/pull/28216

Practice: Support HPAT -

o [+

+ HyperParameters Automatically Tuning
+ Training and tuning models concurrently

o

- command git:( ) X oy jobs hp linear37-hp-3

INFO: requests.packages.urllib3.connectionpool:Starting new HTTP connection (1): 127.0.0.1

Goal: MINIMIZE

Trial count: 4
“job_name": "linear37", Best trial:
"module_name": “trainer.task", Metrics: 0.0888650268316 . _ . ”
“trainer_uri": "fds://cloud-ml-test/linear/trainer-1.0.tar.gz", zzzar?s;o;gutput_pathéds://cloud-ml-test/hnear'/hnear'_output37/0 --learning_rate=0.1 --optimizer=ftrl
“"job_args": "——max_epochs 5000", Trial 0: b
“cpu_limit": "0.5%, Metrics: 0.0888650268316
“memory_limit": "1@eM", Params: --output_path=fds://cloud-ml-test/linear/linear_output37/0 --learning_rate=0.1 --optimizer=ftrl
“hyperparameters": { Step: 20000

"goal": "MINIMIZE", Trial 1:
"output_path": "fds://cloud-ml-test/linear/linear_output37",

Metrics: 0.0888650268316
[ Params: --output_path=fds://cloud-ml-test/linear/linear_output37/1 --learning_rate=0.5 --optimizer=ftrl

PRI Step: 20000

{"optimizer": "ftrl", "learning_rate": 0.1}, Trial 2:
{"optimizer": "ftrl", "learning_rate": 0.5}, Metrics: 0.0888650268316

{"optimizer": "sgd", "learning_rate": 0.1}, Params: --output_path=fds://cloud-ml-test/linear/linear_output37/2 --learning_rate=0.1 --optimizer=sgd
{"optimizer": "sgd", "learning_rate": 0.5} Step: 20000

Metrics: 0.0888650268316
Params: --output_path=fds://cloud-ml-test/linear/linear_output37/3 --learning_rate=0.5 --optimizer=sgd
Step: 20000




Practice: Support HPAT -

o [+

+ HyperParameters Automatically Tuning
+ Training and tuning models concurrently

o

- command git:( ) X oy jobs hp linear37-hp-3

INFO: requests.packages.urllib3.connectionpool:Starting new HTTP connection (1): 127.0.0.1

Goal: MINIMIZE

Trial count: 4
“job_name": "linear37", Best trial:
"module_name": “trainer.task", Metrics: 0.0888650268316 . _ . ”
“trainer_uri": "fds://cloud-ml-test/linear/trainer-1.0.tar.gz", zzzar?s;o;gutput_pathéds://cloud-ml-test/hnear'/hnear'_output37/0 --learning_rate=0.1 --optimizer=ftrl
“"job_args": "——max_epochs 5000", Trial 0: b
“cpu_limit": "0.5%, Metrics: 0.0888650268316
“memory_limit": "1@eM", Params: --output_path=fds://cloud-ml-test/linear/linear_output37/0 --learning_rate=0.1 --optimizer=ftrl
“hyperparameters": { Step: 20000

"goal": "MINIMIZE", Trial 1:
"output path": "fds://cloud-ml-test/linear/linear_output37",
“params": |
{"optimizer": "ftrl", "learning_rate": 0.1}, Trial 2:
{"optimizer": "ftrl", "learning_rate": 0.5}, Metrics: 0.0888650268316
{"optimizer": "sgd", "learning_rate": 0.1}, Params: --output_path=fds://cloud-ml-test/linear/linear_output37/2 --learning_rate=0.1 --optimizer=sgd
{"optimizer": "sgd", "learning_rate": 0.5} Step: 20000

Metrics: 0.0888650268316
Params: --output_path=fds://cloud-ml-test/linear/linear_output37/1 --learning_rate=0.5 --optimizer=ftrl
Step: 20000

Metrics: 0.0888650268316
Params: --output_path=fds://cloud-ml-test/linear/linear_output37/3 --learning_rate=0.5 --optimizer=sgd
Step: 20000




Practice: Dependency management

+ Dependency hell

+ Environment isolation

+ Standard Python package
* Installed before training

2016-10-26T02

2016-10-26T02:
2016-10-26T02:
2016-10-26T02:
2016-10-26T02:
2016-10-26T02:
2016-10-26T02:
2016-10-26T02:
2016-10-26T02:
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02

56:47.
56:47.
56:47.
56:47.
56:47.
56:47.
56:47.
56:47.
:56:53.037264387Z

5619165267
5623170177
5634457692
5645666582
5645745407
5652104307
5654162037
5740700737

56:53.037331410Z

:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.

2590932032
2591301612
2591574117
259163786Z
2591797447
259185265Z
2591905562
2591957982
2592011307
2592066532
2592119617
2592171257
2592224071
2592277082
2592350152
2592403452
2592463482

Processing trainer-1.0-py2.7.egg
Copying trainer-1.9-py2.7.egg to /usr/local/lib/pytho
Adding trainer 1.0 to easy-install.pth file

Installed /usr/local/lib/python2.7/dist-packages/trai
Processing dependencies for trainer==1.0

Finished processing dependencies for trainer==1.0
INFO:root:Try to run python module: trainer.task
INFO:tensorflow:/tmp/linear_model/00000001-tmp/export
INFO:tensorflow:/tmp/linear_model/00000001-tmp/export
Use the optimizer: sgd

Save tensorboard files into: ./tensorboard/

Run training with epoch number: 10

Epoch: @, loss: 5.55905914307

Epoch: 1, loss: 3.98923826218

Epoch: 2, loss: 1.15070474148

Epoch: 3, loss: 0.256429493427

Epoch: loss: 0.0424121692777

Epoch: loss: 0.00265768845566

Epoch: loss: 0.000737804220989

Epoch: 7, loss: 0.00451849261299

Epoch: 8, loss: 0.0076722134836

Epoch: 9, loss: 0.00959475897253

[0:00:02.928687] End of standalone training.

Get the model, w: 1.88596236706, b: 9.95958137512
Exporting trained model to /tmp/linear_model/

Done exporting!



Practice: Dependency management

+ Dependency hell

+ Environment isolation

+ Standard Python package
* Installed before training

2016-10-26T02:
2016-10-26T02:
2016-10-26T02:
IMM1E_10_26TO? -
2016-10-26T02:
2016-10-26T02
2016-10-26T02
£010-10-£010L;
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02
2016-10-26T02
2016-10-26T02:
2016-10-26T02

56:47.
56:47.
56:47.

RR-A7

56:47.
:56:47.
:56:47.
20:47,
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.
56:53.
:56:53.
:56:53.

5619165267
5623170177
5634457692
RAARCAARRT7
5645745407
5652104307
5654162037
/0100 5L
0372643877
037331410Z
2590932032
2591301612
2591574117
259163786Z
2591797447
259185265Z
259190556Z
2591957982
2592011307
2592066532
2592119617
2592171257
2592224071
2592277082
2592350152
2592403452
2592463482

Processing trainer-1.0-py2.7.egg
Copying trainer-1.9-py2.7.egg to /usr/local/lib/pytho
Adding trainer 1.0 to easy-install.pth file

Processing dependencies for trainer==1.0

Finished processing dependencies for trainer==1.0
INFU:rOOT: Iy TO run pytnon modulLe: trainer,Task
INFO:tensorflow:/tmp/linear_model/00000001-tmp/export
INFO:tensorflow:/tmp/linear_model/00000001-tmp/export
Use the optimizer: sgd

Save tensorboard files into: ./tensorboard/

Run training with epoch number: 10

Epoch: @, loss: 5.55905914307

Epoch: 1, loss: 3.98923826218

Epoch: 2, loss: 1.15070474148

Epoch: 3, loss: 0.256429493427

Epoch: loss: 0.0424121692777

Epoch: loss: 0.00265768845566

Epoch: loss: 0.000737804220989

Epoch: 7, loss: 0.00451849261299

Epoch: 8, loss: 0.0076722134836

Epoch: 9, loss: 0.00959475897253

[0:00:02.928687] End of standalone training.

Get the model, w: 1.88596236706, b: 9.95958137512
Exporting trained model to /tmp/linear_model/

Installed /usr/local/lib/pythonz.7/dist-packages/trai1

2016-10-26T02

Done exporting!



Practice: Bring Your Own Image Z

+ Dependencies in other languages
+ Build your own docker image |
+ cloudml jobs submit -d $Docker'Image |

odocker kubernetes




Practice: Bring Your Own Image Z

+ Dependencies in other languages
+ Build your own docker image |
+ cloudml jobs submit -d $Docker'Image |

odocker kubernetes




Other frameworks?

Ten:oyrl:low .all

’ admlic dmlc
theano mxnet XGBoost

Caffe  CNTK O@O b
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. "I'Almage APIls
<+ Voice APIs
+ [ext APIs

<+ Other APls

l’j'

SEJING

Inception

Recognition

Translation

Games Al

Style Transfer

Analyses

Segmentation

Img2Txt

WaveNet

Chatbot

Classification
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Thank you!
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