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Storage Service in Xiaomi

FDS SDS EMQ
NAEhaiRss W ArrEisims O HSMIIRS

HDFS

ZooKeeper



Storage Service in Xiaomi

10PBZ},
EEMES TR Gy
oo G #es
TR ZkaQpPs

5 HBase Committers



HBase Is Good, but Not Enough

Layered Structure i

HBase | AP |
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Weak Data Locality Region Servers

Master HFile | Memstore
Longtime Recovery Write-Ahead Log

HDFS ' l ZooKeeper I

JVM Garbage Collection
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What We Want
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What We Did
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Many Choices ...

BUROE: KVRS ' RIBARS?
#IED . Hash i&& Range?

ZARTBAK) . Centralized A& De-Centralized?

SCIHE=: C++. Java =2 Go ?
Zfig /Bi: HDD. SSD A& Memory ?
— BTN . Paxos. Raft MEEAH ?

BtRK | | BEZRIRE| | AERMULG| |BEYRIRLD




Basic Choices

SLIMES: C++  Java
e JavaBGC|o]&
o C++fBES, X&)

ZENMB: SSD HbD  Memoery
« HBE. BRAR
BH,5|/Z: RocksDB BD2 LevelbB
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Model Choices

BIEMIE: KVERE
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HEFHE: HashKey + SortKey

HashKeyFlFHash7o A

[&l— N0 R (Partition) FFHEIEIE
¥2 88 [HashKey + SortKey] HEF
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Partition
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HashKey SortKey Value
UseriD_1 AttrName_1 Valuel &= ——| get/set/del

AttrName_2 Value2 -

- »| multi_get/
AttrName_3 Value3 multi_set/
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» get(HashKey, SortKey) = Value LR EE

- set(HashKey, SortKey, Value, TTL) = Bool HERZHIR

« del(HashKey, Sortkey) = Bool il EB SR ERE

« multi_get(HashKey, SortKey[]) = Valuel] 1EHH[E]HashKeyHY % S E03E
« multi_set(HashKey, SortKey[], Value[]) = Bool EtB[@HashKeydZ £ 503E

- scan(HashKey, SortKeyBegin, SortKeyEnd) = Iterator A mtE R HashKeyFOENIE

« scan_all() = Iterator B EpEUE
Redisi&HED

SET SETEX GET DEL INCR INCRBY DECR DECRBY TTL
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Paxos (1990)

Raft  (2013)

PacificA (2008)

Replicated State Machine Architecture
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Primary/Backup Paradigm of PacificA
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response
Client ack

prepare

| B—2 |

Two-Phrase Commit of PacificA
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Architecture Choices

[Centralized ]Vs. Decentralized

Cassandra
HBase AP| c
[ 1 [  RegionServers | o
Master HFile | Memstore
Write-Ahead Log

| HDFS ' ' ZooKeeper ' Q @ O

Layered Vs. | Integrated |
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MetaServer MetaServer B

(backup) I (backup) .\

5 Zookeeper
MetaServer -

\ (master) /,:

___________________________

Replica Replica Replica Replica
Replica Replica Replica Replica i
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ClientLib ClientLib

Fm—mmmmm=
N e

Pegasus Architecture



ReplicaServer Design Choices

ReplicaServer

ReplicaManager

N1/

RocksDB

VS

ITZmiz m

ReplicaServer

ReplicaManager

RocksDB RocksDB RocksDB

. B[S Table/PartitionlE BB B 2201
- EHZRSSLH Load Balance [ Drop Table
- FHEBHIEDBEIZSSDE, IReHABESN



In-Memory

Structure

@

Truncate

Make commit log shared by all replicas
- D write compete
- JEE batch write

RocksDB: Log-Based Storage System
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ReplicaServer {}

ReplicaManager

Replica

Replica

Replica

RocksDB

RocksDB

RocksDB

« ReplicaServer&EIE % ™Replica
« = Replica #= RocksDB
 FiBReplica &= Commit Log

Architecture of ReplicaServer



Considering Catch-Up ...

* How to catch up: ReplicaServer
_ Replica
* Learn checkpoint

* Learn commit log RocksDB
Lmemtable]
Commit Log

is r_1

Shared \ mﬂ

) N\ N

Split
/\ Shared Log Qrivate Log Checkpoiny

Shared Log| + | Private Log

l 1 \ /.
Fi-FRecovery FAFLearning x
SCRIENN MHEEFZESE

Learner
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ReplicaServer {}

ReplicaManager

“ Shared Log

Replica Replica

Replica

Private Log

Private Log Private Log

RocksDB RocksDB

RocksDB

* Shared Log for Recovery

* Private Log for Learning

Improved Architecture of ReplicaServer



RocksDB as Storage Engme

« RfEADefault Column Family

« ZFHWrite Ahead Log

» HRES  BERMEERSRETSRITIVT | ERMERTF SR AT
- HiERT R . SRFRIMENEIREELogFRIFS ( Decree)

« UCIRER - B > BE , BRELIEEESEE
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/
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Failover

Meta
« MetaServerF]FfTH Y Server ZooKeeper

ReplicaServerZgE 5 /0a Bk

* Failure Detectioni@1d /)
E%%g—gm heartbeat

heartbeat
Replica
* FailovergG =fz£HY: Server

Replica
Server

+ +

* Primary Failover

* Secondary Failover Replica
Server

 MetaServer Failover
+
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Primary Failover

. Primary}ET ZooKeeper

. MetaServeri%&f¥—""Secondary

B FTE9Primary
. #MNFESecondary

Client Primary Secondary
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Secondary Failover

. 1IERES Meta
. ESecondary(E7T S ZooKeeper
. PrimaryIE—EF—&FIRE T

R IR AR SS
. %pMFESecondary

Client Primary “ a Secondary
+
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5. EFTFIPTHEReplicaServer

ITZsmis

MetaServer Failover

. EMetaServerfFFERY
ReplicaServer#E 150 Bk

. EMetaServer}ET

= ZooKeeper
. BN EMetaServeri@id P
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recover
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Data Safety
» TableZRffIFR

- Tablefflff/a, EIEZRE—EAE, BplbixmikR

» TTHERE
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Engineering ...

* Built on rDSN (Robust Distributed System Nucleus) framework
* https://github.com/Microsoft/rDSN

Microkernel Architecture

Applications S = g

3 Distributed > , == S Most Things Are Pluggable
2 | Runtime Services < G
2| (Frameworks) ' Lock | |[RPC| |AIO| | Timer
§ Local T -
S muisneam s srvice A7 SoLAF Logging | | Replication | ......

(e.g., RPC, lock) - e Kerne

Native OS kernel Native OS kernel Friendly for Testing

V4

Debugging and Monitoring

(a). Common practice (b). rDSN




EilliY o
TS0 7

How to Test

set:load_balance_ for_test=1

Unit Test

config:{3,r1,[r2,r3]}
state:{{r1,pri,3,0},{r2,sec,3,0},{r3,sec,3,0}}

NGOV AE WNR

Integration Test

client:begin_write:id=1,key=k1,value=v1, timeout=0

inject:on_ailo_call:node=r1,task_code=WRITE_LOG

Simulation Test

state:{{r1,err,3,0},{r2,sec,3,0},{r3,sec,3,0}}
* Simulate cluster in

. . state:{{r2,sec,3,0},{r3,sec,3,0}}
Processing can be i eyt A

state:{{r2,1na,4,0},{r3,sec,3,0}}
Scenario Test Z> B

* Declarative language

 Construct different scenarios (executing paths / corner cases)
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Why = How = What
Many choices ...

Fit 1s the best
Pegasus@XfHBaselYE 114 78

- BLFHIMEE: C++. No GC. Data Locality

- ESAVP A% No GC. Faster Failover

- BRRSAUERZE: No HDFS. No ZooKeeper (in the future)
- EE B Key-Value
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Future Work

* PacificA = Raft

 Key-Value - Tabular

* Remove ZooKeeper Dependency
* Performance Tuning

* Improve Load Balance

* Cross Row Transaction

* Open Source
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PegasusE1f4&e
. EBHIQPS Tk 15w+

= EHIQPS<1w B, JEIFFEIR <5ms
. EHQPS<1w Bt , P99 FER <20ms

Write QPS
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20000

10000

E : XHHT ,J9ERClient&f22]

70000-80000
60000-70000
50000-60000
40000-50000
W 30000-40000
W 20000-30000
W 10000-20000

0-10000

, YHC, SaClienti#F

|T iz

Write Average Latency

12000

10000
8000
6000
4000

2000

Write P99 latency

30000
20000

10000

FE , BRI | SERFHERS MR R

10000-12000
8000-10000
B 6000-8000
W 4000-6000
2000-4000

0-2000

70000-80000
60000-70000
50000-60000
40000-50000

W 30000-40000
M 20000-30000
1 10000-20000

0-10000
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Read Average Latency

PegasusiEf4ge

EAH1QPS B3X 10w+
EAHQPS<5w BY , JEYFEIR<1ms

N

EAHQPS<5w HY , P99 FEIR<5ms

Read QPS Read P99 Latency

i - X3HT, AERClientS 240, YARC, AClientiHiEEy , ZHFEERBA MY , SEEHERSMEUET R
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« EMRE(LHBEEE -
- SRR E E

50000
45000

35000
30000
25000

15000
10000
5000

1600000
1400000
1200000

i IEEMZIPegasus |, LIEBHIZ AHBase , FEIRB( AR

READ-Avg
—
150 250 500 1000
——Avg(P) = Avg(H)
READ-p99
150 250 500 1000

——P99(P) ——PI9(H)

READ-QPS
150 250 500
———QPS(P) ==mQPS(H)

7000

5000

3000

2000
1000

250000

200000

150000

100000

50000

120000

Xlme=iF

WRITE-Avg
150 250 500 1000
e AVE (P) e AE (H)

WRITE-p99

150 250 500 1000
.. 1] pp— . ()

WRITE-QPS
//
150 250 500 1000

=== QPS(P) emeQPS(H)

, ERHERL0N IR T
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» Election Safety
» Leader Append-Only
* Log Matching
» Leader Completeness
« State Machine Safet
N Y

AN

=" BR! -

RN & ﬁ/l\ﬁ$-5: . IRERF
. SR « Leaderizs . é%ﬁﬁﬁ%ﬂ
2 % - BHE R
] AEEH Sl
S
 Leader
 Follower
\- Candidate )

Raft Algorithm
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Raft /S PaciticA

Leader Election | Majority Vote
Commit Condition | Majority Replication
Safety Guarantee | Additional Restriction |
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last_send_time_for_beacon_with_ack expired, commit suicide
v ~
55 A
|<------- Iease period -------- >|
worker ® >
L SE R IR
o ti d
beacon ack beacon ack beaco e OTer,
dehverfanled !
master ® >
|<-------- grace period --------- >|
7 PR A N
A a0
last_beacon_receive_time expired, declare worker dead

3

i gh =) ¥ g

Lease-Based Failure Detection
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RocksDB supports async-checkpoint

RocksDBZS B 37335 Sync-Checkpoint :

* RocksDBIBFE /g — X WriteRY lastDecree
« 7ESync-Checkpointld, ZE4t dump memtable, A B 1T dumpFefl
- DumpSERkfa, & cEidEFsstablet® U1 2 Checkpoint, #A/S{E lastDecree FH1THRIC

- AEMIREH FHEESRE, BRTBR

RocksDB lastDecree
Write >
N— > | memtable J

Prepare Log M m
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RocksDB supports async-checkpoint

I A9RocksDBXZ #5 Async-Checkpoint :

* RocksDBAYImemtable/sstable#f =10%& HC = HAYlastDecree

« TEAsync-Checkpointly, EHizZBEmemtableBVEIE, JEicEiIE sstableiE N1 E
Checkpoint, #@ﬂﬂﬁﬁﬁsstableﬂﬁ x NlastDecree fENCheckpointfddecreetRnic

- EENTRETR THEEESRE, RIEFTAM

/ lastDecree

RocksDB

> [memtablEJ

sstable E "

Prepare Log
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* PacificA Algorithm

* https://www.microsoft.com/en-us/research/wp-content/
uploads/2008/02/tr-2008-25.pdf

* Raft Algorithm
* https://raft.github.io/raft.pdf

* rDSN Framework
* https://github.com/Microsoft/rDSN

* Pegasus System
* https://github.com/XiaoMi/pegasus (coming soon)




